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TCP/IP, which stands for Transmission Control Protocol/Internet Protocol, is the name of
two protocols but also the common name for a family of many hundreds of  data-
communication protocols used to organise computers and data-communication equipment
into networks.

TCP/IP is also used on both global networks, like the Internet, and local area networks.

TCP/IP is an open communications architecture which is widely spread. There are
implementations of TCP/IP for most common types of computers.

TCP/IP was developed to interconnect hosts on ARPANET, which was the first
implementation of Internet. ARPANET has been retired, but TCP/IP lives on and is being
continuously developed with new standards.

TCP/IP is currently used on the Internet where it is used as a key technology. Popular
protocols in the TCP/IP family are SMTP, which stands for Simple Mail Transfer Protocol,
FTP, which stands for the File Transfer Protocol, and TELNET Protocol which is used for
remote access.
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TCP/IP traces its origins to a research project funded by the United States DARPA, which
stands for Defence Advanced Research Projects Agency. This project resulted in an
experimental network in 1969 called the ARPANET. In 1975 ARPANET was put into
operation, after the experiment had proved to be a success. The protocol that was used was
called NCP, which stands for Network Control Protocol.

In 1979 development of a new protocol suite called TCP/IP started. Many ideas in the
TCP/IP protocol came from NCP.

In 1983, the new protocol suite called TCP/IP was adopted as a standard, and all hosts on
the ARPANET were required to use it.

In 1984 the ARPANET was divided into separate networks and the term Internet was used
instead of ARPANET.

In 1987 Internet was spread world wide.

Today the Internet Protocol is the bottleneck for future developments. A new version of
Internet Protocol called IPv6, which stand for IP version 6, is now being standardised. This
will give larger address space and support for multimedia applications with quality of
service.



Ch.6 - TCP/IP

4

DARPA began their work around 1969. DARPA was well-known for their ideas about
secure packet-switched networks, and the result was the famous ARPANET in 1975.

Many researchers where involved in the ARPANET. 1979 DARPA formed a committee
called the Internet Control and Configuration Board, ICCB, which later become the Internet
Architecture Board, IAB. In 1983 the ARPANET was split into two separate networks, one
for research and one for military use. The research network was still called ARPANET and
the military part was called MILNET. At this time the TCP/IP architecture was founded and
used. At the same time router technology was developed and used to separate the different
networks.

Later on many high-schools and universities  in the USA were connected to this network.
One example was MIT , the Massachusetts Institute of Technology.  This was the beginning
of the Internet.
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In order to handle all the standards needed for the TCP/IP architecture and Internet
communication, there was a need for a standardisation organisation.

As an umbrella organisation for the standardisation, there is ISOC which stands for Internet
Society. IAB, the Internet Architecture Board, is below ISOC. IAB includes 16 members
from different companies or service providers. IAB is responsible for making standard
proposals into official standards. The standard proposals are called RFC, which stands for
Request For Comments. Today there are about 2200 different RFCs. Some of them are only
for historical use, some for experimental use and some for official use.

Below the IAB there are three well-known groups.

The first one is, IETF, the Internet Engineering Task Force, which includes different working
groups who test all protocols before they get the final standard status by the IAB.

The second one is IANA, the Internet Assignment Number Authority, which is responsible
for an RFC document called Assigned  Numbers. This RFC assigns different numbers for
different protocols used in data communication.

The third one is IRTF, the Internet Research Task Force, which includes different research
groups that look into the future; what is going to happen with the Internet and the TCP/IP
architecture.
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The TCP/IP architecture includes only four layers.
There is a correspondence between layers in the OSI model and TCP/IP.
The layer one and two which are the physical and the data link layer in the OSI model
correspond to the physical layer of TCP/IP.
Layer three which is the network layer in the OSI model corresponds to the Internet layer of
TCP/IP
Layer four is called transport layer in both models.
The layer five, six and seven in the OSI model are all included in the application layer of the
TCP/IP architecture.

The physical layer describes interfaces for different types of networks, such as Ethernet,
Token Ring and X.25.

The Internet layer describes the Internet protocol or IP. The Internet Control Message
Protocol, ICMP, is a support protocol for IP. It is used for sending feedback information
back to the IP protocol, for example if something goes wrong.

Transport layer describes two protocols; Transmission Control Protocol, TCP and the User
Datagram Protocol, UDP. Both of these protocols transport data to the correct session, but
TCP does this in a reliable way, and UDP is unreliable.

The Application layer includes hundreds of application protocols. The most common are
Telnet, FTP, SMTP and HTTP.
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In the picture you see a file transfer session between the source and the destination host.
The source host adds some extra header information on every layer. The destination host
subtracts this header information if everything is received correctly.

The FTP data is sent from file transfer application in the source host to the transport
protocol, TCP, in the transport layer. TCP adds its header information including source and
destination port numbers. The port number is used to separate different sessions from each
other.

Next, the data is sent down to the Internet layer. The IP protocol adds its own header with
the IP addresses included. Then everything is put into an Ethernet frame, which is sent to a
router with the help of  physical addresses.

The router looks at the physical destination address and sees that this frame was addressed
to himself. If the checksum, which is included in the header, is correct, the router sends the
information to the Internet layer and the IP protocol.
The router uses the IP destination address and its own routing table for further routing
processing. In this case the destination host is on a Token Ring network.

The router uses the physical address to reach the destination host. Everything which is sent
from the router into the Token Ring network is picked up by the destination host. If the
checksum is correct this information is transferred to the IP protocol on the Internet layer.
The IP protocol looks into the datagram and the IP destination address. If this address is
correct the data is sent to the transport layer above. The TCP protocol looks at the port
number in the TCP header and sees that this is FTP data. This data reaches the FTP
application at the destination host.
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The most important protocol in the TCP/IP family is called the Internet Protocol, IP.

The IP protocol defines the structure of data packets, which are called datagrams.

IP is also responsible for the logical addresses, called IP addresses, and for moving data
between the Physical and the Transport layer.

The IP protocol provides a datagram delivery service between different physical networks
where TCP/IP is used. The routers in TCP/IP networks use the IP protocol to deliver the
datagrams to the correct destination.
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The main functions of the IP protocol are addressing, routing and fragmentation.

The IP protocol handles routing with the help of unique 32 bit long IP addresses. Every host
connected to the network has a unique IP address.

Fragmentation is needed when two networks want to communicate with each other, but they
use different packet sizes. The IP protocol must then split the packets into smaller
datagrams.

IP protocol is an connectionless protocol, which means that it doesn’t offer
acknowledgement, error checking and re-transmission. This means that if this not handled by
protocols on the Physical layer, then this must be handled by the Transport layer.
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In a packet switched network, routing is the ”service” that chooses the path, for sending
packets, and a router refers to any device making such a choice.

How is this done? Every connected host has a unique IP address, and it belongs to a physical
network. Every network is also identified by a unique IP number.

A router connects two or more physical networks with each other. Every interface on the
router has a unique IP address that belongs to the physical network. If you look in the
picture at the physical network identified by the IP address 4.0.0.0, you can see that it is
connected to two other physical networks with help of two routers. The left router has an
interface with an IP address, which is 4.0.0.77, that belongs to the 4.0.0.0 network. In the
same way the router to the right steals the address 4.0.0.106 from the 4.0.0.0 network.

If a host on a LAN wants to send packets to another host on the same physical network, the
router will check the IP-address and see that the destination host is on the same network.
There is no need for the router to do anything. But if the destination host is located on
another physical network, then the router will route the packets to the physical network or
another router.
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In the picture you see a router which is connected to both a Token Ring and an Ethernet
network. The maximum packet length on Token Ring is normally 4000 bytes but on
Ethernet it is only 1500 bytes. In this case it is necessary for the router to divide the packets
into smaller pieces.

As you see in the picture there is a FTP packet sent from a host on a Token ring to a host on
an Ethernet network. This packet is split into two packets by the router. These two packets
are then reassembled by the destination host.

As you see, the fragmentation is not done by the source host. It is normally performed by
the router. Reassembling is always done by the destination host.
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A Header is extra information that must be included in a frame or a datagram in order to get
the protocol to work in a proper way.

The IP protocol has different functions. The most important is to add the logical IP
addresses for both the source and the destination host. This is necessary for routing.

Other things that are included in the IP Header are:

1. The version number of the IP protocol. The most common used version today is 4, and
the next generation of IP is called version 6.

2. There are also two fields with length information in the IP Header. IHL, which stands for
Internetwork Header Length, specifies how long the header is and also where the data begins.

3. Total Length specifies the number of bytes of both the header and the data.

4. Type Of Service, TOS, is a field not commonly used in the IP header.

5. The Fragmentation information always begins with a zero followed by two flags DF,
which stands for Don’t Fragment, and also MF which stands for More Fragments. If there
are fragments the DF flag will be zero while MF will be one.

Fragment Offset specifies the information that the destination host needs in order to
reassemble the fragments in the right order. It works like this. The destination host has a
buffer for different fragments. The Fragment Offset specifies where in the buffer the current
fragment begins. With the help of Total Length and the IHL, that is the header length, the
destination host can calculate the length of the data fragment. In this way the destination
host will reassemble the fragments.
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What about the Identification field? The purpose of the Identification field is to show which
fragments belong together. Fragments which belong together have the same Identification
number.

6. The Time to Live, or TTL field, is a number which tells how many routers the datagram is
allowed to pass before it is thrown away. This is necessary to prevent datagrams from
looping forever in a network. The maximum number which this can be set to is 255. Every
router that the datagram passes through reduces this number by 1.

7. The Protocol field specifies the protocol on the layer above, which for example could be
TCP or UDP.

8. The Header Checksum is used to make sure that the contents of the IP Header is not
corrupted.

9. Two fields for IP addresses are included in the header. One for the source host and the
other for the destination host.

10. The option field is not so commonly used. Options are sometimes used to specify a way
through a network.
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TCP, which stands for Transmission Control Protocol, is one of two transport protocols in
the TCP/IP family. The other one is UDP.

TCP has two main functions. The first is to transfer data in a reliable way between two
hosts. The second function is to deliver the data to the correct session or application located
on the layers above TCP.

1. TCP builds a reliable service on top of the Internet Protocol. This is done with help of
three-way handshaking. The source sends a synchronization signal. The destination sends an
acknowledge for that signal and its own synchronization signal. The source acknowledges
that signal. The connection is now established and data can be transferred in a reliable way.
Because the TCP works in this fashion it is said to be a connection oriented protocol.

2. To get a unique connection between two hosts a port number and the IP addresses are
used. If there are different sessions coming from the same host, then different port numbers
are used in order to separate these sessions.
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A TCP connection consists of a three-way handshake before the data is transferred between
two hosts.

First a synchronisation flag, called SYN, is sent from the source host to the destination. An
ACK, which stands for acknowledge, and a new SYN flag is returned back. This must also be
confirmed by the source via an ACK. Now the connection is established and the data
transfer can start.

All the data that is transferred is sent together with a sequence number. This number is used
to reassemble the data in the right order, but it also has a checksum function, which shows
how many bytes of data are transferred.

The data that is transferred must be confirmed by the destination host with an ACK.
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A synchronisation signal sent by the source host contains a synchronisation flag SYN, but it
also contains a sequence number that gives the destination host a reference point for arriving
data.

The destination host sends back a signal that contains four different items. The first is an
ACK flag and the second is a SYN flag. The third item is a sequence number that gives the
source host a reference point for the arriving data from the destination host. The fourth item
is an acknowledgement number that is a sequence number that the source host should use
next time. The reason behind this is to make sure that the communication is proper and
reliable.

The source host sends back an acknowledge signal that contains three different items. The
first is an ACK flag and the second is the original sequence number, increased by 1. The third
item is an acknowledgement number that is the sequence number that the destination host
should use next time.

Now the source host sends its data together with a sequence number. This number is the
previous sequence number increased by the number of bytes transferred.

The destination host acknowledges this by sending a signal that contains three different
items. First the ACK flag, next the sequence number and finally the acknowledgement
number.
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A host that sends information to another host always saves a copy of the data that is sent.

When an acknowledge is received the copy of the data is cleared, but if something has gone
wrong, the copy of the data is retransmitted.



Ch.6 - TCP/IP

18

Windowing size is used for flow control. It specifies how many additional bytes of data the
destination host is prepared to accept. This function is used when the application on the
layer above doesn’t manage to handle all the received data.

In the picture the host A sets up a buffer of 4096 bytes for the incoming packets. The host
B sends 1000 bytes of data to A. The buffer at host A is filled up by 1000 bytes and the
window size is decreased to 3096 bytes.

Several consecutive packets can be sent without a need for acknowledgement. The only
important thing is that the B doesn’t send more data than the buffer at host A can handle.
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Port numbers are used to separate different sessions from each other.

There are two types of ports, server ports and client ports. The server port is a number
between 1 and 1023. The client port is a random number between 1024 and 65535.

For services that are widely used, such as telnet and ftp, these numbers have to be
administered centrally. This is regulated in an RFC standard document. This is the
RFC1700, titled Assigned Numbers. This RFC describes, among other things, the port
numbers assigned to well-known services.

A server can handle several sessions at the same time. The port numbers of the client and the
server together with the IP addresses of the client and the server, identify a unique session
between the source and destination host.

For example, in the picture several telnet sessions are handled by the same host. All sessions
are using the same server port number, 23, which is the server port for telnet. TCP is able to
separate those connections from each other, because they all come from different client
ports.
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TCP isn't the only transport protocol in the TCP/IP family. Actually there are two. The
other one is UDP, which stands for User Datagram Protocol.

UDP is not able to handle handshaking. This means that UDP is a connectionless protocol.
The reliability must be provided by the application instead of in the transport protocol.

Just like TCP, UDP allows an application to contact a service on a certain port on the
remote machine, but it doesn't establish a connection. Instead, you may use it to send single
packets to the destination service. This is perfect for broadcasting traffic, where the traffic is
addressed to all hosts on the network.
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The applications ports in UDP work in the same way as in TCP. The port numbers of the
client and the server together with the IP addresses of the client and the server identify a
unique session between the source and destination host.

The port number is used for sending the data to the correct application. There are many
types of applications that use UDP.  Some examples are NFS (Network filesystem), SNMP
(Simple Network Management Protocol) and DNS (Domain Name Service).


